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Abstract

The problem of development of the optimal trading strategy for the government bond markets is formalized as a task of finding empirical indices that would characterize the relative attractiveness of different bond issues for the investor. The formulae for these indices are derived on the basis of analysis of market history, using a specially developed data mining technique. Our approach is based on a direct determination of the trading strategy, expressed as a set of formulae for the attractiveness indices, rather than on the more traditional methods involving creation of market evolution models. Profit that could have been made during the analyzed market history period is considered to be a functional dependent on the attractiveness indices. The formulae for the attractiveness indices, which maximize this functional, are found using a customized version of the PolyAnalyst data mining system. This approach serves as a basis for an efficient bond portfolio management technology, which was used by one Russian financial organization in 1995-96.
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1. Introduction
Various modern methods of computer-based support for decision making in the field of securities portfolio management can be classified according to their relative reliance on theoretical market dynamics models, or pure empirical knowledge obtained from the analysis of the market history (Deboeck, 1994; Goonatilake & Treleaven, 1995). More traditional approaches to market analysis are based on some market behavior models, verified by statistical hypotheses validation methods (Hall, 1992; Farnum & Stanton, 1989; Bookstaber, 1985). These are various technical analysis methodologies, point and figure charting (Dorsey, 1995), methods for determination of market cycles (such as the maximum entropy spectral analysis method (Ehlers, 1992)), methods of chaos theory (Vaga, 1994), and many others. On the opposite pole are approaches based on various intelligent data analysis techniques related to artificial intelligence.  Probably the majority of commercial intelligent decision support systems for portfolio management use some variant of neural nets (Barr & Mani, 1994; Refenes, 1995; Kryzanowski, et al. 1993). Other systems are based on the high degree polynomial fitting (Farlow, 1984), genetic algorithms (Bauer, 1994; Andrews & Prager, 1994), rough and fuzzy sets (Caldwell, 1993). Theoretical foundations of the more traditional methods are explored better, the methods are simpler in use (do not require long computational time, as neural nets do), and decision-making process can be understood and controlled by a human analyst. However, most of these methods provide good results only for stable markets that have been in existence for a long time, and only when used by experienced analysts, who know very well this market specifics, as well as the limitations of the method used. The present work is devoted mainly to description of an intelligent decision-making technology developed for operating in the short-term government bond (STGB) and federal loan bond (FLB) markets in Russia. For these markets, conditions mentioned above are certainly not satisfied. These markets are only three years old (they were established in 1993), and rules of operation in these markets have been changed several times. New types of bonds are issued from time to time. And last but not least, general political instability in Russia is so high that the market behavior can change drastically over a period of a month or less. These peculiarities make methods related to artificial intelligence more attractive in this case, because these methods allow one to obtain models and rules directly from the raw data without a recourse to any theoretical market models. The problem of automated extraction of a useful non-trivial knowledge from data is the subject of data mining, young and very rapidly developing field of artificial intelligence (Piatetski-Shapiro, 1996).

On the first stage of the research work reported here, we analyzed the applicability of various existing methods, listed above, to the problem of developing the maximally efficient trading strategy for the Russian STGB/FLB market.  It was concluded that none of these methods incorporates all the features required for successful solution of the problem. The main encountered difficulties can be summarized as follows:

1. There is no developed system of integral market parameters that could be used for an accurate analysis of the current market situation and its dynamics. Since the market is very young and its structure changes constantly, only the most general market characteristics such as the weighted average profitability, total market volume, or current government debt servicing rate are commonly used. Thus, a major primary task here is extraction from the raw data, describing the current state of the market (prices, volumes, etc.), some derivative parameters that would describe the market evolution most accurately and clearly. It should be noted that this problem cannot be solved by any of the existing data mining methods because it requires the analysis of structured market descriptions which cannot be represented as a set of attribute values.

2. Because of frequent and drastic changes in the market behavior and operating rules, the market history period that can be used for creation of an empirical trading strategy is quite short (8-9 months or about 150-170 trading sessions). This factor in combination with chaotic market behavior, makes it impossible to obtain statistically significant results by  most of the methods tested. For example, an attempt to find the law of the relative profitability variation for different bond issues fails because a statistically significant law cannot be obtained on such a small data body.

3. Under conditions of the high market instability, a possibility of immediate understanding of the trading strategy rules by a human analyst becomes an important factor of its reliability. Therefore, it is highly desirable that the data mining system could represent obtained laws and rules in a clear form, for example, a text form. It should be noted that neural nets, for instance, cannot satisfy this requirement.

In order to solve all these problems we have developed a method for creation of the optimal trading strategy on the basis of the data mining system PolyAnalyst (Kiselev, 1996; Arseniev, et al. 1995; Kiselev, 1994). This system is capable of solving a wide range of intelligent data analysis tasks, presenting obtained results in the form of tables, formulae, and algorithms. The developed method serves as a foundation for an efficient STGB/FLB portfolio management technology, which is the subject of the present paper. Prior to describing this technology in greater detail in the next section, we provide a brief overview of the Russian STGB/FLB market.

At present the STGB/FLB market includes two kinds of bonds:

· Short term government bonds: These are simple discount bonds with maturing periods of 3 or 6 months. Initially, they are sold by the government at auctions which are organized on Wednesdays. Secondary trading takes place during all other business days. At present there are 27 issues of these bonds on the market. The total volume of these bonds is equivalent to approximately 100 trillion roubles (about $20 billion).

· Federal loan bonds: FLBs differ from STGBs by longer maturing periods (1-3 years). These are coupon bonds with a coupon period equal to 3 months. The value of a coupon  is announced two weeks prior to the beginning of the respective coupon period. Coupon values are determined on the basis of current profitability of the STGBs. Six FLB issues are present on the market now.

2. Problem formalization: market forecasting vs. optimal strategy

The problem of empirical development of an optimal trading strategy on the basis of market history analysis can be solved in two different ways. The first method consists of two steps, namely: first, obtaining empirical laws and rules describing the market dynamics and, second, creating a trading strategy optimal for this market. In the second method the step of building an empirical dynamical model is bypassed. The trading strategy is developed then on the basis of the previous experience of successful and unsuccessful decisions. At first sight, it would appear that the first method provides many advantages. It is obvious that having a reliable dynamical model of the market, one could estimate the profit and risk accurately, and easily find the optimal decisions. The problem of discovering dynamical laws is formalized clearly, while several methods for solution of problems from this class have been developed. However, we found that this method does not lead actually to creation of a useful trading strategy. The main difficulty encountered here is a very low accuracy of the bond prices prediction even for the succeeding trading session, so that the obtained model often does not provide sufficient reasons for picking a certain bond issue for trading. In particular, presence of even a small trade operation commission leads to almost complete absence of decisions to change bond issues in the portfolio.

This factor determined our choice of the second method for dealing with the problem. The objective of the present research is to calculate the “attractiveness index” for each bond issue. This index should reflect the relative increase of the price of the bond issue in the future, determining the appeal of this issue to the investor. As the simplest case, we use a model in which the portfolio consists of only one bond issue at any moment. We want it to be the issue characterized by the greatest relative price increase during the next trading session. We also do not need to consider the possibility of converting bonds to cash because holding the shortest bond issue is almost always more profitable than holding cash. This model is supplemented by the following “rule of changes”: if at present there exist bond issues with a greater (by more than a certain threshold) value of the attractiveness index than the issue in our portfolio has, then we should sell the bond we are holding and buy the most attractive issue on the market. The threshold value is determined by the amount of the trade commission. Alternatively, we can set the threshold value equal to one, but change simultaneously the values of the attractiveness indices depending on the commission amount.

Let us now give the exact formulation of the problem. Analyzed information  about the market consists of two parts. The first part contains values Mt of parameters characterizing the current state of the market as a whole. For example, these parameters include the average weighted profitability, its variation relatively to the previous trading session, total volume of trading, day of week, etc. The second part includes data describing specific bond issues. The set of these parameters may vary for different types of bonds. For example, the STGBs are characterized by their price and a number of days left before redemption. The FLBs are characterized in addition by a coupon value, amount of accumulated coupon price and a number of days before the end of the current coupon period. Thus, all the financial instruments included in the model, form several sets Ii. In a given trading session t some their subsets iit ( Ii are present. Parameters describing each bond in the trading session form the mappings (it: iit 

. Complete description of the current state of the market is provided by a pair (Mt, (it(. A set of descriptions of some sequence of trading sessions will be referred to as a market history.

Then for each type of bonds i in the trading session t the attractiveness index (i of a bond from the class Ii is the function (i = (i(Mt, (it). Each set (i of corresponds to some trading strategy determined by the rule of changes given above.  Applying this strategy to a market history, we can calculate the profit (in percent) which we would earn for that period using the strategy considered.  We define the problem of building an empirical trading strategy as a task of finding functions (i(Mt, (it) maximizing the profit obtained for a given market history. From the practical point of view, this formulation appears to be somewhat oversimplified. In reality, we have to impose additional constraints taking into account the risks and terms of investing. However, as it will become clear later, introduction of these additional constraints does not require significant modifications of the general approach discussed, so that we will still be able to consider the problem in its basic formulation given above.

The difficulty of the problem is determined by the following two factors: 

1.  We do not know a priori the class of functions (i(Mt, (it) to which the sought functions  may belong. 

2.  Arguments of these functions include not only scalar values Mt  but also structured objects (it.

These difficulties do not allow us to use regression methods or neural networks for solving the problem. For example, neural networks can work only with data represented as a set of scalar attribute values.  In addition, neural networks have  another drawback influencing their applicability in finance. Namely, models and rules contained in a trained neural network cannot be perceived by a human in any easy way. This feature of neural networks prevents performing an efficient control and analysis of the corresponding decision making process, thus decreasing reliability of the method. At the same time, most machine learning methods which can work with structured data, cannot be used here because their application area is limited to classification tasks only. These facts make the technique, described in the next section, unique for solution of problems of the discussed type.

3. The PolyAnalyst system

PolyAnalyst is a data mining system developed by the KDD group of the company Megaputer Intelligence. PolyAnalyst works with data represented as a set of records. All records in the set consist of the same sequence of fields. These fields may contain scalar values, vectors, lists, or some other structures. Corresponding fields have the same structure and meaning in all records, so that the overall structure of records is the same. The PolyAnalyst system synthesizes procedures that realize functions on the set of records considered. PolyAnalyst has an interchangeable criterion module that calculates and assigns some value to each created procedure according to an algorithm built into the module. The objective is to find a procedure that minimizes this value. In other words, the criterion module realizes some functional, and PolyAnalyst searches for a function that minimizes this functional. Different algorithms for calculating values assigned to procedures are used in the criterion module to solve problems of different categories. Such an architecture allows one to formulate and solve data mining problems of a very broad class. For example, in the case of classification problems, synthesized functions return boolean values for each data record, while the criterion module determines the respective number of classification errors. Or if the task is to find an empirical law predicting values of some variable, then standard deviation can be used as a measure for evaluation of the constructed functions treated as regression models. We will see below how the present problem can be formulated along these lines.

Procedures built by PolyAnalyst are expressed in a simple internal functional programming language. They will also be referred to as functional programs. The kernel of PolyAnalyst is a mechanism that builds new functional programs from the existing functional programs.  These programs can be viewed as abstract objects with some number of inputs (or without any inputs) and one output. Inputs (called also arguments) and outputs are marked by their  type and some other attributes. Being executed, a functional program returns some output value depending on its input values (arguments). The simplest atomic functional procedures are called primitives. The set of primitives is determined by the structure and properties of the data records. The set of primitives includes a set of standard primitives, as well as some user-defined primitives. This feature allows PolyAnalyst to work with various data structures when the respective data access primitives are provided.

To build new functional programs from the existing ones, PolyAnalyst utilizes two basic production schemes. The first one is the  functional composition. Here PolyAnalyst takes one functional program (called a producing function) and connects some of its inputs with outputs of some other existing programs. This process is controlled by the compatibility rules which prohibit connecting inputs and outputs with certain combinations of attributes. The second scheme serves to realize various kinds of iterations and recursions. It is a quite complex construction generalizing  for and while blocks of the C language, or similar constructions from other conventional programming languages. This scheme is shown schematically in Fig.1. The simpler functional programs, taken as components of a new functional program, are shown as rectangles inside a large rectangle representing the new program. Thin arrows denote the data flow - an exchange of values of variables between the different functional programs that are parts of the whole construction.

Fig. 1. Production scheme realizing iterative constructions in PolyAnalyst internal functional programming language.
[image: image1.png]COND

PRED

ORDER

[teration body
components

=





In the process of execution of this new functional program, one or several iteration steps are performed, each involving execution of one of the component programs. During these steps the  ORDER block inputs, connected with the outer rectangle, play the role of the loop variables of conventional programming languages. If the PRED block is not present, they get all possible combinations of values compatible with their data types (the respective data types should be discrete).  The PRED block (if present) must return a boolean value. It defines a subset of all possible combinations of the loop variable values which are used in the iterations. The ORDER block must return a numerical value determining the order in which the loop variable combinations are used. In the beginning of an iteration step, new values of the loop variables are assigned to some inputs of the iteration body components and COND block. The iteration body components are executed.  Some of their output values are passed to the inputs of the COND block. The latter is executed and, if it returns the boolean value true, the iteration process is continued. Prior to initiation of the next iteration step, output values of some iteration body components are copied to their inputs. This process continues until all combinations of the loop variable values allowed by the PRED block have been used, or until the COND block returns the false value. Upon the termination of the process, the value of some loop variable, or an iteration body component output, becomes the output value of the whole iteration construction. Along with this full production form, some reduced forms of this construction exist, for example, without the ORDER or COND blocks.

Although the two production schemes discussed are sufficient to express any algorithm (for example, formal rules of translation of any C program to this language can be written), we select a particular important case of the functional composition production scheme to be a separate, third, production scheme. Here we make use of numerical rational expressions (a polynomial divided by a polynomial), which play an especially important role in many applications. We benefit considerably by treating the rational expression construction as a separate production scheme (Kiselev & Arseniev, 1996). For example, equivalence of two rational expressions can be easily recognized. Besides, knowing the structure of a functional program to be a rational expression, allows us to use special fast methods for finding values of its numerical constants, optimal with respect to certain criteria defined in the criterion module.

In fact, the considered mechanism realizes a simple universal programming language suitable for formalization of a wide range of laws and rules which can be discovered in data. For example, the construction if can be expressed as a functional composition with a special primitive called the TF-commutator taken as a producing function. The first argument of the TF-commutator is boolean. If it has the value true then the output of the TF-commutator is equal to the value of its second argument, otherwise, it is equal to the value of the third argument. In addition to the discussed production methods, PolyAnalyst has an explanation generator module which translates rules expressed in the form of functional programs, into a clear verbal form involving some standard mathematical notation.

The generator of functional programs is controlled by the search strategy module. The search direction is determined in accordance with the results of the evaluation of each individual functional program carried out by the criterion module, while utilizing also some general informational characteristics of the functional programs obtained, such as the entropy of returned values. The search process is a combination of the full search (low priority component) and generalizing transformations - GT (high priority component). The GT process takes one of the best programs found (called the root program) and uses it for creation of new programs with the help of one of the discussed production schemes. It proceeds in all possible ways satisfying the condition that each derivative program should have some set of arguments such that, when these arguments are given certain constant values, the derivative program becomes identical to the root program. This condition guarantees that the derivative programs are not worse (in terms of the criterion used) than the root program. Usually, the GT process consumes the largest fraction of the PolyAnalyst computation time. In the present paper we do not describe PolyAnalyst in detail. We mention here only those components of the system which are important for understanding the general methodology of its application to the market analysis problem described in the next section.

4. Technology
We use the PolyAnalyst system described in the previous section as a major component of our government bonds portfolio management technology.  This technology consists of two basic parts. The first part involves creation and periodic refreshment by the PolyAnalyst system of a set of formulae calculating the attractiveness indices for bonds of different types. At this stage, all additional requirements to the portfolio structure (such as a maximum allowed fraction of bonds with a certain redemption date in the portfolio) and the amount of commission are taken into account.  All these requirements and conditions are reflected in the PolyAnalyst criterion module. After PolyAnalyst has derived a set of formulae for the attractiveness indices, these formulae are imported to the decision support system SmartBroker that represents the second major component of the described technology. SmartBroker is used directly in the process of trading. It receives information about current bond prices via one of the existing interfaces, formulates its recommendations to buy or sell certain bonds, and supports a database on the portfolio status and market history.

Let us consider the first stage of the process in greater detail. As was mentioned, the set of all bonds on the market is broken into several classes, representatives of which demonstrate the similar behavior. We select the following classes: the STGBs with a minimal redemption time (the shortest STGBs), the STGBs with redemption time greater than 14 business days (long STGBs), and the FLBs. Since PolyAnalyst can minimize only functionals depending on a single function, while we need to find three functions (for each bond class), we use the following scheme. Firstly, we find the attractiveness index formula for the long STGBs only, ignoring all other classes. As a second step, we find a formula for the shortest STGBs, with a constraint that the long STGBs are evaluated by the formula found in the first step. And as a third step, we find the attractiveness indices for the FLBs while using obtained formulae for both STGBs. Performing these three steps requires usually about one day of computational time on a PentiumPro machine.

Beside the two basic components of our portfolio management system, the technology also includes mechanisms for the verification of a model and evaluation of its efficiency. Since exact volumes of various bond issues circulating on the market are not known, we introduce a special simplified parameter for evaluation of the efficiency of our technology, called the received share of an ideal profit (RSIP).We calculate this parameter using the following procedure. We select some fragment of the previous market history, at the end of which some STGB issue has been redeemed. Profit made by simple redemption of this bond bought at the beginning of the analyzed period is considered as a guaranteed profit IGUA.  Since we have a complete record of prices of all bonds for each day, we can determine a posteriori the maximum profit IIDE, which could have been made over that period performing trading operations with the STGB/FLB.  If  the PolyAnalyst strategy provided the profit IPA for the same period, this strategy efficiency is measured by 




Our research shows that the PolyAnalyst model efficiency significantly degrades in a 3 to 4 months period. This is caused by the long-term changes of the market structure, as well as some other factors. Making note of this fact, we carry out a routine model refreshment approximately once a month.

Beside that, sometimes market enters instability periods, when the model starts to work inadequately (for example, like during the deep STGB market crisis preceding the presidential election in Russia in the summer 1996). In order to be able to detect the development of such situations early on, for each new model developed we build a set of propositions (functions of the market parameters returning boolean values) which are true for every moment of the market history used for creation of this model. These propositions are not tautologies - they are selected in such a way that they are true only on a minimum subset of the space of all possible market conditions. One of the simple examples of such verification propositions is: “the profitability of the longest STGB is not greater than X percent annually”. When some of these propositions become false, it is considered as a hint that the market situation has changed significantly and the current model may become unreliable.  In the present paper we do not discuss methods for selection of the verification propositions, as well as other details of our technology. Instead, we describe the results of a practical application of this technology.

5. Results

Our STGB/FLB portfolio management technology has been tested during the period from October 1995 to September 1996. A STGB/FLB portfolio with a cash equivalent of about 500,000,000 roubles (approximately $100,000) at the start has been managed using this technology. The results are shown in Fig.2. Each triplet of bars corresponds to a one month control period. Ending dates of these periods are displayed on the X axis. The bars correspond to the guaranteed profit  IGUA, actual PolyAnalyst profit  IPA, and ideal profit  IIDE, correspondingly (see Section 4 for a detailed explanation of notation). These values are measured on the annual return basis (annual percentage on the left side scale of Fig.2).  The values of the RSIP for the same time period are depicted by the solid line (measured in percent on the right side scale). 
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Fig. 2. Results demonstrated by PolyAnalyst/SmartBroker technology
The values of  IPA  laying in the shaded area are only theoretical values. This period corresponds to the STGB market crisis  that preceded the presidential election. In the beginning of this period the model validity indicators warned that the developing market situation has no analogues in the past, so that the model might start working inadequately. Several weeks later the situation was still deteriorating, and it was decided to suspend speculative operations and use a cautious strategy, holding only the shortest STGB issues. By the month of June a sufficient number of the crisis market condition records had been collected to allow PolyAnalyst's self training. After PolyAnalyst created a model applicable in deep crisis situations, the trading operations were resumed.

It can be seen that the average level of efficiency of our technology is about 30% (for the unshaded area). For some periods it reaches very high values, being greater than 60%. The absolute values of profitability of IPA show high stability, almost always featuring total annual return of greater than 100%. The model has been recalculated eight times over the test period duration.

At the present time our STGB/FLB portfolio management technology described here, is used by one Russian bank.

6. Summary

This paper describes a method for empirical construction of an efficient trading strategy for the bond market. The present method is based on application of the data mining system PolyAnalyst to obtaining the bond issue evaluation functions from market history data. The criterion of the maximum earned profit, which is considered as a functional dependent on these evaluation functions, is used for selecting the best function. A bond portfolio management technology implementing this method, was tested in the Russian STGB/FLB market. During the test period our technology demonstrated high efficiency, even under conditions when the length of the market history periods available for training were insufficient for the majority of other existing methods. A set of the model validity indicators, supplementing the obtained bond evaluation functions, has proven to be an important  factor of reliability of our technology. Future research will focus on the extension of the present approach to other financial markets.
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